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Abstract

We present a sophisticated, yet pragmatic, so-
lution for automatic summarization of lec-
ture videos combining the state-of-the-art long
document Transformer model, LED, with the
long-proven graph-based model, TextRank.
The model outputs a web page that includes
a high-level abstract summary generated by
LED, with key words/phrases and a detailed
summary body extracted by TextRank. Sum-
mary body sentences are hyperlinked to the
source sentences in the full transcript, which
in turn are hyperlinked to the timestamps in
the source video.1 Our statistical (ROUGE)
and qualitative assessment shows that our
model provides a significant improvement
over BERT Extractive Summarizer.

1 Introduction

The onset of the Covid-19 global pandemic
has accelerated the shift towards online learning
(Dhawan, 2020). In this paper, we propose a solu-
tion for automatic summarization of lecture videos
to aid students in e-learning. We demonstrate
the solution on a university-level lecture posted
to YouTube, with a running time of 1 hour 32 min-
utes (DeepMind, 2020). The lecture transcript is a
long document with a total word count of 14,893.

1.1 Summarization
Automatic summarization is an important and chal-
lenging task in natural language processing (NLP)
(Huang et al., 2020). Automatic summarization
is generally categorized as either extractive or ab-
stractive (Carenini and Cheung, 2008). The goal
of extractive summarization is to reduce the source
text while retaining meaningful content by direct
selection of the most important sentences. Ab-
stractive summarization has a similar objective but
allows for paraphrasing and the introduction of

1The code for this paper is available here: https://
github.com/mkreager/nlp-summarization

words not necessarily found in the source text to
produce outputs of better fluency and coherency
(than extractive summaries).

1.2 Transformers

The Transformer model architecture, introduced in
2017, demonstrated that state-of-the-art machine
translation performance could be achieved using
self-attention mechanisms without the added com-
putational overhead of recurrence or convolutions
used by prior high-performing models, such as
long short-term memory, recurrent neural networks,
gated recurrent units and convolutional neural net-
works (Vaswani et al., 2017). Many variations of
the Transformer model have since emerged show-
ing impressive performance on various other NLP
tasks, including summarization, text generation
and question answering (e.g. Devlin et al., 2019;
Lewis et al., 2019; Brown et al., 2020; Zhang et al.,
2020a).

Transformers, though very technically impres-
sive, are not without problems. Aside from signifi-
cant environmental and ethical concerns (Bender
et al., 2021), Transformers have shown a tendency
to generate text that is factually inconsistent and
unfaithful to the source text (in the case of sum-
marization) (Maynez et al., 2020). An example
of unfaithful and inaccurate output is detailed in
Appendix A.

A few Transformer models with relevance to
this study are briefly discussed in the following
paragraphs.

BERT is an early implementation of Transformer
architecture introducing deep bi-directional encod-
ing to learn language context looking forward as
well as backward (Devlin et al., 2019).

BART is a denoising autoencoder Transformer
model that builds on BERT’s bidirectional encoder
and combines it with an autoregressive decoder

https://github.com/mkreager/nlp-summarization
https://github.com/mkreager/nlp-summarization


(Lewis et al., 2019). BART is particularly success-
ful with abstractive summarization tasks.

PEGASUS is a Transformer encoder-decoder
model with a specific focus on pre-training ob-
jectives for summarization (Zhang et al., 2020a).
Whereas BERT and BART mask individual tokens
or short spans, PEGASUS masks entire sentences
for prediction.

Longformer is a Transformer model for process-
ing long documents that uses an efficient local plus
global sparse attention mechanism with sliding win-
dow (Beltagy et al., 2020).

LED or Longformer-Encoder-Decoder, is a vari-
ation of the Longformer model that uses BART’s
parameters and architecture (Beltagy et al., 2020).
LED is specifically designed for long document
sequence-to-sequence tasks, including summariza-
tion.

1.3 TextRank
TextRank is an unsupervised graph-based ranking
model for text processing that was introduced in
2004 (Mihalcea and Tarau, 2004). TextRank is
computationally efficient and, unlike Transformers,
does not require resource-intensive pre-training.

PositionRank is another unsupervised graph-
based text ranking model (Florescu and Caragea,
2017). Unlike TextRank, PositionRank incorpo-
rates the relative positioning of words into the rank-
ing.

Biased TextRank is a variation of TextRank that
introduces an input focus to the ranking (Kazemi
et al., 2020). Refer to Appendix B for an example
and analysis of Biased TextRank output.

2 Related Work

The NLP leaderboard rankings present many alter-
native models for extractive and abstractive summa-
rization (Ruder). In addition to Longformer/LED,
a few other Transformers for long document pro-
cessing have recently emerged, including Reformer
(Kitaev et al., 2020) and BigBird (Zaheer et al.,
2021).

BERT Extractive Summarizer is an extractive
summarization model that utilizes BERT for text
embeddings and K-Means clustering for summary
sentence selection (Miller, 2019). BERT Extractive
Summarizer was introduced specifically for the
summarization of long lecture videos. In Section 4,

we compare our model to the BERT Extractive
Summarizer model.

3 Proposed Solution

The video transcript from Lecture 7 of the Deep-
Mind x UCL Deep Learning Lecture Series, is used
as the input to our model (DeepMind, 2020). The
beginning section of the transcript from YouTube
is shown in Figure 1.

For our proposed solution to be useful, we ac-
knowledge that students will require the output
to reflect accurate information. Hence, we priori-
tize factual and faithful accuracy over fluency and
coherence. We also include some techniques to
compensate for lacking fluency and coherence.

Figure 1: Beginning section of the lecture video tran-
script on YouTube (DeepMind, 2020).

3.1 Preprocessing

We begin by pulling the raw transcript data into a
dataframe within our interactive Python (IPython)
notebook. We then prepend timestamps to phrases
in a new column in the dataframe. Each of the
original text and time-prepended text columns are
joined into continuous strings.

The strings are then segmented into sentences
using the Natural Language Toolkit (NLTK) (Bird
et al., 2019) and inserted into a new dataframe. We
then have segmented original sentences matched



up with segmented timestamp-embedded sentences.
An example of the first sentence of the transcript
with embedded timestamps is illustrated in Figure 2.
We can then extract the first timestamp in each
sentence for future use.

Note that the NLTK sentence segmenter pro-
vides a predictable output that allows us to eas-
ily match original sentences with corresponding
timestamp-embedded sentences. The spaCy Depen-
dencyParser (Honnibal et al., 2020), on the other
hand, recognizes that the embedded timestamps do
not belong in the sentences and attempts to split
them out (especially where timestamps are embed-
ded before the starts or after the ends of sentences).
We therefore override the spaCy DependencyParser
to provide pre-segmented sentences from NLTK to
our processing pipeline.

t=13 My name’s Felix Hill and I’m t=15
going to be talking to you about t=18 deep
learning and language t=20 understanding.

Figure 2: Example of a segmented sentence with em-
bedded timestamps.

3.2 Extractive Summarization

We use the PyTextRank (Nathan, 2016) implemen-
tation of TextRank with our spaCy pipeline to ex-
tract the top ranked words/phrases and sentences
from the pre-segmented input sentences. We set
the limit on returned words/phrases to 20 and the
limit on sentences to 30% of the original sentence
count. We use a ratio of 5:1 for ranked phrases to
sentences for the graph model vertices. The result-
ing output is 144 sentences, returned in order of
original appearance (not ranked order), containing
6434 words (57% fewer than the original text).

3.3 Abstractive Summarization

We take the TextRank output sentences from
the previous step as input to a pre-trained LED
model, fine-tuned on the PubMed dataset –
model: patrickvonplaten/led-large-16384-pubmed
from the HuggingFace Transformers library (Wolf
et al., 2020). PubMed is a dataset of scientific
papers that is well-suited to long-range summa-
rization training objectives (Cohan et al., 2018).
A short abstractive summary of the transcript is
output from this step.

3.4 Document Output
The final output is a minimally-formatted HTML
web page with the following sections:

1. Overview – a short introduction;

2. Abstract – the abstractive summary;

3. Keywords/phrases – top 20 words/phrases;

4. Summary – the extractive summary;

5. Full Transcript – the full video transcript.

Sentences are grouped into paragraphs in the
‘Summary’ section based on their positional loca-
tions. Paragraphs provide visual cues to the user
for where context gaps may exist. Long paragraphs
indicate several sentences in close proximity with
minimal pruning between them. Short paragraphs
and ‘orphaned’ sentences suggest that more context
may be needed.

Sentences in the ‘Summary’ section are hyper-
linked to the ‘Full Transcript’ section. Sentences in
the ‘Full Transcript’ section are hyperlinked to the
video at the approximate time of utterance, using
the timestamps that we extracted in the preprocess-
ing step. The hyperlinks are provided as a conve-
nience for the user who wishes to obtain additional
context or clarification.

4 Evaluation

To evaluate our model, we conduct some qualita-
tive analysis of the abstractive and extractive sum-
maries, as well as a statistical evaluation of the
extractive summary.

4.1 Human Summary
To evaluate the performance of our extractive sum-
marization technique, we first must create a human
summary of the most important sentences, target-
ing the same sentence count as the TextRank output.
The human summary is produced in three passes
through the transcript. In the first pass, mostly short
and uninformative sentences are pruned. In the sec-
ond pass, we remove sentences with information
that is substantially covered elsewhere. In the final
pass, some important information inevitably must
be dropped.

4.2 Extractive Summary Evaluation
Miller (2019) generally found the BERT Extractive
Summarizer model to be superior to TextRank for



producing coherent summaries of lecture videos.
To compare with our model, we follow similar steps
to input the data to the BERT Extractive Summa-
rizer model and limit the number of returned sen-
tences to be equivalent to our TextRank output.

Considering the first few sentences of the BERT
Extractive Summarizer output, as shown in Fig-
ure 3, we note that while the coherence is good it is
arguably not any better than the TextRank output.
To compensate for coherence and context gaps in
our model, we organize the output into ‘paragraphs’
as outlined in subsection 3.4 to provide visual cues
to the user when additional context may be needed.

Additionally, the BERT Extractive Summarizer
output includes sentences that were eliminated by
both TextRank and human summarization. This
would indicate that the BERT Extractive Summa-
rizer is favouring certain less important sentences,
and sacrificing other more important sentences, in
its selection.

Hello and welcome to the UCL and Deep-
Mind lecture series. My name’s Felix Hill
and I’m going to be talking to you about
deep learning and language understanding. So
here’s an overview of the structure of to-
day’s talk. It’s going to be divided into four
sections. And that model is the transformer
which was released in 2018 and then in section
three I’ll go a bit deeper into a particular appli-
cation of the transformer, that’s the well known
BERT model, and BERT in particular is an im-
pressive demonstration of unsupervised learn-
ing and the ability of neural language models
to transfer knowledge from one training envi-
ronment to another.

Figure 3: First few output sentences from BERT Ex-
tractive Summarizer. Sentences in bold are not found
in the human or TextRank summaries.

ROUGE (Lin, 2004) is a statistical evaluation
metric that is commonly used to evaluate the qual-
ity of automatic summarization outputs. We use
ROUGE-1, ROUGE-2 and ROUGE-L to measure
the overlap of unigrams, bigrams and longest com-
mon subsequences, respectively, between the au-
tomatic outputs and the human summary. As in-
dicated in Table 1, TextRank slightly outperforms
PositionRank and significantly outperforms BERT
Extractive Summarizer on all three measures.

Model R1 R2 RL
BERT Ext. Summ. 65.21 44.06 37.71
PositionRank 85.64 69.14 62.77
TextRank 86.85 69.96 62.88

Table 1: ROUGE score comparisons for BERT Extrac-
tive Summarizer, PositionRank and TextRank models.

We compare the execution time of the models
using the Python %%timeit magic function. Re-
sults, as indicated in Table 2, show that TextRank
is orders of magnitude faster than BERT Extractive
Summarizer. TextRank executes quickly on a CPU,
whereas a CPU is impractical for BERT Extractive
Summarizer execution.

4.3 Abstractive Summary Evaluation

A qualitative assessment of the abstractive output
of the LED model indicates good results overall.
The model largely produces a factual, faithful and
fluent summary. In some instances, the output sen-
tences have improved coherence over the originals.
The model produces a good high level summary
of the lecture, with much of the content closely
resembling sentences from the introductory section
of the lecture. Detailed observations are presented
in Table 3.

5 Limitations and Opportunities

As this study focused on a single video transcript,
further testing is needed to evaluate how the model
will generalize to other lecture videos. Addition-
ally, the transcript used in the study was manually
edited. It is likely that further work will be required
in order to handle machine-generated transcripts
with limited or no punctuation and other mistakes.

The model may be improved by including tech-
niques for coreference resolution for substitution
of entity names as demonstrated in the example in
Figure 4. This could help to reduce the reliance on
context provided in prior sentences. However, this
could come a cost of reduced fluency and coher-
ence.

Another potential improvement could be to ap-
ply sentence simplification, splitting and rephras-
ing as shown in Figure 5. In this example, one
very long sentence could be split into four shorter
sentences with minimal rephrasing. This could re-
sult in shortened extractive summaries while main-
taining an equivalent level of usefulness. Some
potential strategies have been proposed by Martin



Model Processor Time Runs
BERT Extractive Summarizer GPU 27.7 s 1 loop, best of 5
BERT Extractive Summarizer CPU 5 min 1s 1 loop, best of 5
TextRank CPU 165 ms 10 loops, best of 5

Table 2: Execution time comparisons for BERT Extractive Summarizer and TextRank models.

LED Output Sentence Observations
Deep learning and language understanding is an enormous
area of research in machine learning and neural computa-
tion.

Coherent and fluent, but not par-
ticularly faithful. Mostly factual.

It has been shown that deep learning has been able to im-
prove performance on a lot of language processing appli-
cations over the last few years, so it raises the question
of why deep learning, and models which have this neural
computation at the heart of their processing, have been so
effective in language processing.

Faithful and fluent. Close resem-
blance to original sentence, with
improvement to coherence.

In the first section of this lecture we give an overview of
neural computation in general and language in general, and
then we give some idea of why neural computation, deep
learning or language might be an appropriate fit to come
together and produce the sort of improvements and impres-
sive language processing performance that we have seen
over the past few years.

Mostly faithful and fluent. Close
resemblance to original sentence.
Minor improvement to coher-
ence. Minor alteration to mean-
ing by replacing ‘and’ with ‘or’.

In particular , we focus in on one particular neural lan-
guage model, which we think is quite representative of many
of the principles that govern all neural language models.

Faithful, fluent and coherent.
Close resemblance to original
sentence. ‘Particular’ is repeated.

And that model is the transformer which was released in
2018 and then in section three we go a bit deeper into a
particular application of the transformer, that’s the well
known BERT model, and BERT in particular is an impres-
sive demonstration of unsupervised learning and the ability
of neural language language models to transfer knowledge
from one training environment to another.

Faithful, fluent and coherent.
Nearly a direct copy of the origi-
nal sentence.

And in the final section, we take a bit more of a look towards
the future of language understanding and deep learning.

Faithful, fluent and coherent.

To do that we delve into some work that’s been done at
DeepMind on grounded language learning, where we study
the acquisition of language in deep neural networks that
have the ability to interact and move around simulated envi-
ronments.

Faithful, fluent and coherent.
This and the previous sentence
were split from a single long orig-
inal sentence.

Table 3: Abstractive sentence output from LED with qualitative observations.

et al. (2020), Narayan et al. (2017), Aharoni and
Goldberg (2018) and Zhang et al. (2020b).

Further investigation is required for target limits
of extractive summary output length and quantity of
ranked phrases. We have somewhat arbitrarily cho-
sen to limit the number of sentences to 30% of the
original transcript while limiting ranked phrases to

5x the sentence limit. An open question is whether
we could automatically determine optimal limits.

Finally, we could consider including automatic
evaluation for abstractive summarization output,
such as BLEURT (Sellam et al., 2020), BERTScore
(Zhang et al., 2020c), or MoverScore (Zhao et al.,
2019), to supplement or replace human qualitative



Original Sentence:
The model might require to separate them

out into the different parallel heads if words
have various different senses.

Coreference Resolved:
The BERT model might require to separate
words out into the different parallel heads if

words have various different senses.

Figure 4: Example of coreference resolution.

Original Sentence:
So these are kind of wacky effects of how
meanings interact when two words come to-
gether and it’s not necessarily easy to explain
them in a model which treated every pair of
words fed into that model with exactly the
same function to combine their meanings, it
very much seems to me that what’s instead hap-
pening is that whatever function is combining
the meanings is taking into account the individ-
ual meanings of the components going into that
function and in, in additional, additionally, that
function may well need to take into account a
wider knowledge of typical things we might
encounter in the world and how their proper-
ties might fit together under the constraints of
the world as we know it.

Simplified and split:
These are kind of wacky effects of how mean-
ings interact when two words come together.
It’s not necessarily easy to explain them in a
model which treated every pair of words fed
into that model with exactly the same func-
tion to combine their meanings. It seems that
what’s instead happening is that whatever func-
tion is combining the meanings is taking into
account the individual meanings of the com-
ponents going into that function. Additionally,
that function may well need to take into ac-
count a wider knowledge of typical things we
might encounter in the world and how their
properties might fit together under the con-
straints of the world as we know it.

Figure 5: Example of text simplification, splitting and
rephrasing.

assessment.

6 Conclusion

We propose a lecture video summarization model
that combines state-of-the-art long-range abstrac-
tive summarization techniques with older, yet effec-
tive, extractive summarization methods. Our pro-
posed solution uses TextRank in combination with
LED (Longformer-Encoder-Decoder) to output an
easily navigable web page that links summary sen-
tences to the source video timestamps. We conduct
analyses to show that our model outperforms the
BERT Extractive Summarizer model.
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A Unfaithful and Inaccurate Output

The summary output in this section was generated
by the google/pegasus-multi_news model from the
HuggingFace Transformers library (Wolf et al.,
2020). The input to the model was the ‘introduc-
tory’ section of the transcript (459 words).

Several factual inaccuracies and unfaithful pas-
sages were output as signified by the coloured text.
Notably, Felix Hill is a Research Scientist at Deep-
Mind (as of the time of the video publication) and
not a professor of computer science and engineer-
ing at University College London. Nor is Felix Hill
the co-founder and CEO of DeepMind.

Felix Hill is a professor of computer science
and engineering at University College London
and the co-founder and CEO of DeepMind,
the artificial-intelligence research and devel-
opment firm that’s been at the forefront of ad-
vances in the field of deep learning. In a recent
lecture at UCL, Hill gave a presentation on how
his team has developed a language-learning
system that

Figure 6: An example of unfaithful and factually-
inaccurate summarization from a pre-trained PEGA-
SUS model.

UCL is an acronym for University College Lon-
don. ‘UCL’ is referenced in the transcript, but
nowhere in the text is ‘University College London’
found. The model has likely learned this connec-
tion during training. Also, it may be fair to describe
DeepMind as ‘the artificial-intelligence research
and development firm that’s been at the forefront
of advances in the field of deep learning’; how-
ever, this is not indicated in the source text. And
finally, the last sentence in the output is entirely
hallucinated by the model.

B Biased TextRank Example

The word ‘reinforcement’ appears exactly three
times in the video transcript. Figure 7 shows the
output of Biased TextRank when a bias is placed
on the word ‘reinforcement’ and the number of re-
turned sentences is limited to three. Figure 8 shows
the one sentence containing the word ‘reinforce-
ment’ that is not returned by the model.

Interestingly, the top-ranked sentence does not
contain the word ‘reinforcement’. However, the
phrase ‘deep neural networks that have the ability
to interact and move around simulated environ-
ments’ provides somewhat of a description of rein-
forcement learning. A contributing factor may be
that the word ‘language’ appears frequently in the
top twenty key phrases from TextRank. Another
possible explanation may be that ‘reinforcement’
and ‘learning’ are collocated in the transcript for
every occurrence of ‘reinforcement’ and the word
‘learning’ appears multiple times in the top-ranked
sentence.
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And then in the final section, we’ll take a bit
more of a look towards the future of language
understanding and deep learning and to do
that we’ll delve into some work that’s been
done at DeepMind on grounded language
learning, where we study the acquisition of
language in deep neural networks that have the
ability to interact and move around simulated
environments.

And, of course, in the world of learning when
it comes to jointly learning language and
behaviour, which involves often reinforcement
learning on those sorts of tasks are techniques
for having agents develop a more robust un-
derstanding of their surroundings and possibly
import what’s known as a model of their world.

So this is a different type of problem most
typically faced by agents which are trained
with reinforcement learning.

Figure 7: Sentences returned by Biased TextRank.

And importantly, being able to answer these
questions requires a particular type of knowl-
edge, that’s propositional knowledge, the
knowledge, the ability to tell whether some-
thing’s true or false in our environment and
that’s often contrasted especially by philoso-
phers with procedural knowledge, which is just
the sort of instinctive knowledge that maybe a
reinforcement learning agent would naturally
have when it learns to solve control problems
in a very fast and precise way.

Figure 8: Sentence not returned by Biased TextRank.


